
OUR ADOBE PARTNERSHIP
HERO’s founding team has partnered with 
Adobe since 2010 and has delivered over 
60 projects on the Adobe platform. 
We built our practice with deep Adobe Experience Manager 
(AEM) expertise at its core, and have expanded that exper-
tise across Adobe’s broader Marketing Cloud. HERO 
integrates multi-channel thinking and delivery to help brands 
leverage the Adobe platform to deliver unmatched digital 
customer experiences.

AT HERO DIGITAL WE CREATE EXPERIENCES THAT DELIVER BRAND AND BUSINESS VALUES.

We work with leading brands to improve their customers’ experiences across Web, Mobile, Social, 
Commerce, and Products. We design and build experiences that anticipate users’ needs and instantly 
personalize content in the right interface, on the right device, at the right time to drive successful 
outcomes.

San Francisco Los Angeles Boston (415) 230 0724      BUSINESS@HERODIGITAL.COM

BRANDS THAT TRUST HERO.

 DIGITAL STRATEGY
We help clients navigate the digital landscape 

and develop transformative strategies to 

succeed in the digital economy.

EXPERIENCE DESIGN
HERO’s user experience and design team create 

experiences that compel customers to engage 

and act. 

PLATFORM ENGINEERING
From architecture design and integration to 

software development, HERO engineers 

transform concepts and visions into 

high-performing solutions.

 

ANALYTICS / OPTIMIZATION
HERO helps clients harness data to analyze and 

predict customer behavior and needs, fueling 

intelligent and adaptive experiences.

IMPLEMENTING EXM WITH EXTERNAL DATA SOURCES
There are some pitfalls to watch out for with Sitecore EXM, and some easy 
ways to boost performance. This white paper will cover basic EXM imple-
mentation, using data sources within the list manager, and implementing 
lists that pull contacts from external data sources.

The first step in implementing a new AEM site begins with analysis and page design work based on the 
information architecture and visual design of the site.  It is critical to have team members who understand 
how to identify the optimal number of patterns, templates and components to ensure maximum reuse of 
code and minimize the amount of rework, recoding and maintenance associated with the site.  

Common challenges we have seen with implementations done by inexperienced teams include: 
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HTML as content – Some teams, in the interest of speed, push overly 
large blocks of HTML into pages instead of allocating authoring areas.  
This results in pages that require HTML editing to update.

Overly complex components – Reusable components tend to be simple 
and easy to maintain.  If an overly complex component seems to be 
required, the design may need to be addressed.

Excess templates – This common mistake involves creating dozens of 
new templates when a smaller number, along with reusable components, 
will do the job.  It results in greater maintenance work as the same 
changes need to be repeated in multiple areas.

Frustrated authors – Authors should be involved early and often in the 
design of the site in order to ensure that the tool is optimized to their 
needs. Provide UAT sessions and a feedback process so that their needs 
are met.

Permissions overload – It is best to build general groups to manage 
reading, writing and deleting content. Customers tend to over-plan and 
build groups that are either never used or are too restrictive. Develop 
specific project- and location-based groups as they are needed.

Underutilization of tools – Workflows and Projects are typically used 
sparingly or not at all, but these tools should be embraced wholehearted-
ly. They can simplify the authoring process, add governance and ensure 
consistency across your content. 

Unplanned content architecture – Content architecture is a set of 
principles and best practices used to manage content. Components, 
configurations and multi-site management all depend upon content 
paths and conventions. If content architecture is not planned at the 
beginning of a project, it will become difficult to scale and maintain 
content over time. Take some time at the beginning of the project to plan 
out your content architecture.

Ine�ective DAM taxonomy – Often, the first launch has a few folders 
with too many poorly tagged assets. This makes it difficult to find and 
use assets. Setting up a taxonomy for your digital assets can simplify 
the usage and discoverability of assets and enable the use of Workflows 
and Projects.  

There are numerous other challenges that can be mitigated by a quality design e�ort.  The right partner can 
help to ensure that you get the most out of your AEM platform and build a solid foundation for the future.   
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Unnecessary customizations – AEM is a powerful tool and with that 
power comes great responsibility. It can be tempting to make customiza-
tions to the product that are useful but are outside the upgrade path. 
These kinds of customizations can increase the cost of upgrades by 
more than 100%. To avoid this, put a process into place that evaluates 
each customization to determine if it’s needed and whether it fits into the 
upgrade path of the product. 

Dynamic data and performance – Many websites and digital experiences 
are driven by dynamic, personalized data. You need to design AEM 
components that can not only use dynamic data, but also still be cached 
to increase performance and scalability. You don’t want to deliver a 
personalized experience that performs poorly. Use proven technologies 
like AJAX and edge side includes with your AEM components to deliver a 
speedy, personalized experience.

IMPLEMENTING SITECORE EXM 
WITH EXTERNAL DATA SOURCES
By Adam Brill, Executive Vice President, Hero Digital

There are some pitfalls to watch out for with Sitecore 
EXM, and some easy ways to boost performance. This 
white paper will cover basic EXM implementation, using 
data sources within the list manager, and implementing 
lists that pull contacts from external data sources.

Basic Implementation of EXM
Let’s start with the basic implementation of the EXM. The basic installation is very easy and there are great 
resources from Sitecore walking through the details of the installation. I’m going to walk through the process 
that I use in order to install the module on a Sitecore implementation. This includes ways to get the module 
installed on the checked in codebase so we are sure that we can redeploy the Sitecore solution from the 
source control solution without losing any of the modules that have been installed.
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Step One: Install the Sitecore module

Step one is to install the Sitecore module. I always install the Sitecore 
modules on my local computer first in order to check in the changes into 
the code repository that we are using for the implementation. If you are 
maintaining the solution in a source control system, as you should be, 
then it is important to check in the updated config files and DLLs. Once 
that is complete, you can safely install the module again on any of the 
Sitecore environments (i.e., DEV, UAT, Preprod, Production) to get the 
module database changes onto all the databases. This ensures that the 
source control version always stays correct for re-deploying to servers 
and the environment databases are all updated.

Step Two: Configure the module and set up 
templates

Once the EXM module is installed, you can move on to configuring the 
module and setting up templates to be used in order to send out emails. 
The templates that you use are built just like pages within Sitecore. The 

emails use branch templates so that you can create a new email and 
already have a set of basic components added to the email. You can 
setup as many email templates as you want. Best practice is to 
configure the templates to be fairly generic and allow the use of 
components to allow the marketer to build out the emails that they want 
by picking and choosing the components that should be on each email. 
Building the emails in this way ensures that you have the full capabilities 
of Sitecore available within the email, including A/B testing, personaliza-
tion, and customized emails.

Step Three: Optimize EXM Performance

The overall performance of the EXM module is not incredible, but with 
some adjustments the performance is easy acceptable. I have run the 
EXM on a single machine that rendered and sent the emails and 
adjusted the performance to send 40-50k emails per hour. In order to 
adjust for performance, it’s important to understand the process that is 
used by the EXM to send the emails. Emails are rendered for each 
user separately, and the rendering of an email is virtually the identical 
process as the rendering of a page. 

Here are some settings that can make a huge difference in the sending 
speed:

1. Configure caching of components (this is done at the rendering / 
sublayout level like it is for pages). Be careful when configuring caching 
since cache settings can have an effect on personalization capabilities of 
the components.

2. Update the NumberThreads value in the config to allow multi-thread-
ing. By default this setting is to use a single thread, and updating the 
setting to 4 significantly boosted the performance of the email sends. The 
value of this setting depends on the server you are using to render the 
emails.
<setting name="NumberThreads" value="4" />

3. Configure the rendering URL to be a pool of machines for faster 
rendering.

Common pitfalls in setting up the EXM 
module include:

1. Making the email templates too rigid, which does not allow the 
marketing team the flexibility to design their emails.

2. Not adjusting the caching for the emails. This makes a huge 
difference in the performance of the emails that are sent.

3. Not adjusting the performance settings on the email delivery 
machine. Settings can take an eight hour send time and reduce it to 
less than one hour.

4. Not considering the appropriate server architecture to handle the 
size of email blasts that need to be sent.

5. Ensuring the emails are sent with the correct absolute URLs so the 
users come back to the appropriate environment. This is specifically 
important if you are not rending the emails on the same machine as 
you want the users to come back to.

Resources for implementing and configuring EXM:
https://doc.sitecore.net/email_experience_manager

Portland

2. Planning for Implementation:
Once you have defined the outcome you want from your DAM implementation, the next step is to begin 
getting organized around your assets, your taxonomy and your metadata needs.  While a DAM can do a 
great deal to create governance around metadata, it can’t automatically create a taxonomy that is a good 
fit for your organization and it can’t infer metadata that doesn’t exist somewhere.   Therefore, thinking 
about how assets are used and what metadata will drive your requirements and meet your success metrics 
is key:
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Take Inventory – put together a working document of all the assets you 
have that you want migrated.  Start to look for any structure that can help 
inform your taxonomy (organized by department, by product line, by 
country, etc.).  Do the assets have a naming convention that allows us to 
infer certain metadata and enable discoverability (i.e. /Dept/Prod-
ucts/Widget1/Widget-WingNut.jpg)?

Naming and Metadata planning – while all the assets can be imported as 
is into the CMS, that will likely result in a solution that doesn’t meet your 
stated goals.  You will need to determine the gap between the current 
naming conventions and metadata and what you want from your system 
moving forward.   This can also be handled as a phased process, where 
an inventory is built and the top priority assets get new naming 
conventions and metadata loaded into a spreadsheet that informs the 
import process.  This will also be used for the set up of the taxonomy 
within the DAM prior to import

Clean House – this is an opportunity to dump old or unused assets.  
Taking a close look at assets that have not been used in years, came 
from old campaigns or are no long on brand and eliminating them before 
migrating to a new DAM can help create a clean starting point

Assess Your Metadata – take a look at what metadata the assets 
currently have and how consistently it is applied.  If there is little or no 
metadata, then creating the metadata will have to either be done prior to 
DAM import or after.  There are some streamlined ways to do this.

Projects – some of the modern DAM systems, such as Adobe, have the 
concept of Projects, which are key types of initiatives that your team may 
use within the DAM.  In some cases, it may be as simple as logos and 
approvals.  In others, it may be more complex creation of assets with a 
large number of links.  Again, asset creation does not happen within the 
DAM, but Projects help you to manage that process to ensure the right 
assets are always used and that there is an approval process for the 
creation of those assets.  Identifying all the key tasks that need some 
structure and organization that need to be managed in the DAM will help 
to ensure a smooth implementation

Asset Creation – for users who leverage InDesign extensively and need to 
have links to digital assets that may change quite often, those 
documents will need to be updated within InDesign to point to assets in 
the DAM rather than using local versions of assets from the desktop.  
This process can be time consuming.  It is recommended that you 
identify the top priority assets first and update those and then build a 
roadmap for updating other documents as required

3. Phased Implementation: 
While the specifics of your implementation will depend on the platform you have selected, if you follow the 
aforementioned steps, everything should go smoothly.   The one additional piece of advice is to plan on a 
phased process.  Trying to do everything at once tends to be less successful than taking this on in chunks.  
Focusing on your top priority assets and projects can help you to get familiar with the tools and optimize 
for your productivity and usability.  That will enable you to make changes to your subsequent processes 
once you have learned more about how the tools work for you and how you will use them.

Conclusion
A DAM can be a powerful tool, when implemented properly.  Well thought through and implemented DAMs 
can create huge time savings and simplify a great deal of processes and work e�orts.  However, if your 
organization is not comfortable with all of the steps and processes, then �nding an experienced advisor to 
support you through the e�ort can save a great deal of rework down the road.

AEM MOBILE: FIRST LOOK
Adobe has built its Marketing Cloud with a focus on managing customer 
experiences across customer touchpoints, but, outside of responsive design, 
Mobile has remained a gap.  However, the need for better-integrated mobile 
solutions continues to grow.  Adobe made a move to address this gap with 
the acquisition of PhoneGap, which has now been integrated into AEM, along 
with integrated authoring and management, to create AEM Mobile.  

AEM Mobile enables the creation of cross-platform mobile apps for both iOS and Android with limited 
coding required.  When combined with mobile template and content authoring in AEM, marketers can keep 
content and features up to date without going through an app update, making AEM Mobile a powerful 
solution for enterprises.

The following are some key capabilities of AEM Mobile: 
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Use AEM to create app content – The AEM components and templates 
that are familiar to your marketers can be leveraged to create content for 
your mobile apps. AEM Assets manages and delivers assets directly to 
the app. Enterprise and third-party data about your customers and 
products can be integrated through workflows to create personalized 
experiences. You can create B2B apps to leverage product information 
directly from enterprise catalogs of PIMs.

Measure and optimize with Adobe Marketing Cloud – App usage and 
feedback can be captured with Adobe Marketing Cloud products like 
Adobe Analytics and Adobe Target. Just like you would measure your 
users' experiences on a website with Adobe Analytics, you can do the 
same on AEM Mobile through the Analytics SDK. This data can be used 
to optimize experiences and create contextual and relevant content with 
Adobe Target.

Manage all apps through a central interface – New and existing apps 
whether they are native or hybrid are managed through AEM Mobile. A 
centralized dashboard lets you control deployments of content and app 
notifications. Content can be delivered over the air without having to 
update the app through the app store.

Quickly build feature rich apps – AEM Mobile introduces a new mobile 
design tool to quickly design and make changes for all of the different 
screen sizes. This can greatly reduce the time it takes to make a change 
and introduce the app to the market. Apache Cordova enables native app 
features and allows apps to be easily created for iOS, Android and 
Windows Mobile.

AEM Mobile is transforming the way enterprises think about unifying their Customer Experiences.  
Responsive design is a powerful tool, but mobile apps are a critical part of the CXM ecosystem.

Contact us to learn more about how AEM Mobile can change the way you build mobile apps: business@herodigital.com.

CONGRATULATIONS, YOU’RE LIVE ON AEM.  NOW WHAT? 
Your organization set its sights on Digital Transformation and Adobe 
Experience Manager (AEM) was at the heart of that vision.  These initiatives 
begin with big dreams of deep and meaningful personalization, streamlined 
marketing and a brave new world of Digital Marketing.  However, by the 
time the site redesign is in place and AEM is launched, the experience may 
have been a little rockier and more challenging than you expected. Still, the 
initial work is done, and you’re live.  So what happens next?  

More often than not, we see organizations that aren’t prepared to answer that question.  Transformation is 
a journey with many stages.  It requires a vision,  roadmap and commitment to pushing forward.  The 
resource requirements and timelines are often daunting. The complexity of personalization and the path to 
integration with the rest of your digital marketing ecosystem can seem unclear.  

The first step is twofold:  identify the things that you can do to make the biggest impact, gather feedback, 
and then learn and adapt.  If that sounds overwhelming, don't worry. There are some best practices for 
creating an impact in the short term while preparing for the future.  

We recommend tackling the following 4 key areas �rst: 
•  A/B Testing

•  Analytics Institutionalization

•  DAM Optimization

•  Marketing Automation/Campaign Integration

The Two-Step to Personalization: A/B Testing
Personalization is an invaluable component of Customer Experience Management.  However, the truth is 
that learning how to do deep personalization and building up the resources to create the content, monitor 
results and optimize can take time.  That is why we recommend starting with A/B testing, using Adobe 
Target, and building from there.  Using Adobe Target for A/B testing keeps it from being a development 
task and puts it in the hands of the Marketing organization.  A/B testing of your top pages – home page, 
product/services pages or other important content – can deliver a huge amount of value. Focus and 
message optimization is critical to success with A/B testing.  The following are the key steps: 
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Identify your most popular content – leverage analytics to identify the 
pages people are viewing the most.  We recommend starting with no 
more than 5 or 6 content areas.

Create alternate content – develop some alternative messaging for 
those key content areas.  Work with product managers to identify 
different approaches and create alternative messaging for the top 
content areas.

Adobe Target setup – incorporating A/B testing is simple to do, because 
it only  requires placing JavaScript on the key pages.  Once this is in 
place, Marketing can create alternative messages and test without 
needing developer support. Some HTML or graphics support may be 
required depending on the page design.  You will need to set up the 
details of the program you want to run: duration, split, etc.  

Messaging Optimization – now you can take the results of your Program 
and determine which messages are driving the results you are looking for 
and fine-tune your messaging accordingly.

Program run – at this point you are ready to run your program.  The 
biggest reason to use Target, aside from taking the development tasks 
out of A/B testing, is its reporting functionality.  With Target reports, you 
can track how customers are responding to messaging.

Many large enterprises such as SAP and Cisco have seen some of their highest value results from basic 
A/B testing and credit the process with increasing lead-generation and conversion significantly.   As you 
move toward deeper personalization, this is an opportunity to get to know Target better. Start by taking 
the user personas that were developed during the site design effort and tune them for deeper personal-
ization in the future. 

Leveraging Analytics
While every successful site redesign involves a fair amount of research to determine what customers want 
-- including a data review, building personas, identifying key customer journeys and developing a content 
strategy -- most projects still rely on certain assumptions about customer needs.  Developing effective 
Customer Experiences starts with a set of assumptions but it doesn’t end there.  Leveraging a set of 
assumptions is what we call Intuition Marketing.  Moving on from there, what we think we know about 
customers needs to be informed by customer behavior and data.  

The most common situation we see in new site launches on AEM involves a basic Analytics implementa-
tion.  The analytics tool generates a set of reports that are sent to key team members and executives.  
However, analytics are only meaningful when they are used to derive insights and inform actions.  Often, 
the right set of reports -- one that enables action -- is not available, because it involves data that's not being 
tracked in an effective way.  

At this point, it is critical to review the KPIs for the site, identify the things that need to be tracked and to 
update your analytics implementation to track the flows and funnels required to manage your KPIs.  In 
addition, there needs to be an individual or team who is responsible for deriving insights from the analytics 
and translating those into recommend changes on the site.  This may be the single most important 
process to ensuring long-term success. 
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DAM Optimization
The Adobe Assets DAM is a powerful tool for managing your digital assets, streamlining the production 
process and enabling asset search.   An initial Assets implementation typically has a base set of folders 
and some metadata.  Once the team has started using the system, there is an opportunity to optimize the 
way Assets are managed and how users work in the system.  

Two of the most powerful constructs in the Adobe Assets DAM are often the most underutilized:

•  Work�ows

•  Projects

Workflows enable the automation of tasks and the incorporation of a review and approval process.  
Projects allow us to create a combination of tasks, workflows and assets that are tied to a specific type of 
effort and a specific set of users.  

Trying to define these before the team has used the system is often ineffective, as the team lacks context 
for their needs. Now that you are live and the team is using the system, there is a great opportunity to 
optimize the way internal teams and agency partners collaborate.  The result should be improved efficiency 
and more consistency in how assets are created and used.  

The following additional key areas can typically be refined to better meet the needs of the organization: 

•  Taxonomy and metadata 

•  Folder structure and views

•  Renditions 

Campaign Integration
E-mail is a critical channel for any type of business in B2C and B2B. Whether you use Adobe Campaign, 
ExactTarget, Marketo, Eloqua or another tool for your e-mail campaigns, e-mail campaigns are an important 
component of your business. It is a channel that often ends up siloed from your website and content 
management system, which can not only lead to inconsistencies and repetition in messaging but also 
leave your email campaigns out of all analytical power being aimed at the rest of your website. Adobe 
Experience Manager has powerful features that can help unify the experience of your customers, improve 
and simplify the management and use of digital assets and streamline your campaign-development 
processes.  

Well-planned and executed e-mail campaigns have some of the highest ROI of any digital marketing 
investment.  Paired with your new site on AEM, your organization should be well positioned to start driving 
the customer journey and increasing your overall conversions, whether those be purchases or lead 
generation.  With AEM, you can begin creating your e-mails in AEM and leveraging the digital assets stored 
in AEM Assets. Then build out your landing pages and publish the e-mail directly to your Campaign 
platform.  This allows you to take advantage of all the workflows, authoring capabilities and the asset 
search features of AEM.  You can build out controls for review and approval that are consistent and familiar 
across your marketing team, and you can ensure consistent experiences across your different customer 
interactions. 
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Completing the Roadmap
Taking the steps identified here will put your organization on the path to achieving your vision and 
objectives, but there is still more work to be done.  While tackling these tasks, now is also a good time to 
build a roadmap – or update your existing roadmap.  It is critical to remember that when you launch on 
AEM, it is a Launch, not a Landing.  If you take that perspective and leverage this approach, you will be on 
your way to successful digital transformation in marketing.  

 

 



Step Three: Optimize EXM Performance

The overall performance of the EXM module is not incredible, but with 
some adjustments the performance is easy acceptable. I have run the 
EXM on a single machine that rendered and sent the emails and 
adjusted the performance to send 40-50k emails per hour. In order to 
adjust for performance, it’s important to understand the process that is 
used by the EXM to send the emails. Emails are rendered for each 
user separately, and the rendering of an email is virtually the identical 
process as the rendering of a page. 

Here are some settings that can make a huge difference in the sending 
speed:

1. Configure caching of components (this is done at the rendering / 
sublayout level like it is for pages). Be careful when configuring caching 
since cache settings can have an effect on personalization capabilities of 
the components.

2. Update the NumberThreads value in the config to allow multi-thread-
ing. By default this setting is to use a single thread, and updating the 
setting to 4 significantly boosted the performance of the email sends. The 
value of this setting depends on the server you are using to render the 
emails.
<setting name="NumberThreads" value="4" />

3. Configure the rendering URL to be a pool of machines for faster 
rendering.

IMPLEMENTING SITECORE EXM WITH EXTERNAL DATA SOURCES, CONT’D

Common pitfalls in setting up the EXM 
module include:

1. Making the email templates too rigid, which does not allow the 
marketing team the flexibility to design their emails.

2. Not adjusting the caching for the emails. This makes a huge 
difference in the performance of the emails that are sent.

3. Not adjusting the performance settings on the email delivery 
machine. Settings can take an eight hour send time and reduce it to 
less than one hour.

4. Not considering the appropriate server architecture to handle the 
size of email blasts that need to be sent.

5. Ensuring the emails are sent with the correct absolute URLs so the 
users come back to the appropriate environment. This is specifically 
important if you are not rending the emails on the same machine as 
you want the users to come back to.

Resources for implementing and configuring EXM:
https://doc.sitecore.net/email_experience_manager

Working with Data Sources

When working with data sources, there are a couple of important things to keep in mind. As with virtually 
everything else in Sitecore, pipelines are used for all aspects of working with data sources so you can extend 
any piece of it in order to fit your needs. 

Step One: Using Lucene to Manage Lists
The first thing to know about lists in the list manager in Sitecore is that 
they use Lucene. Lucene is used to manage which contacts are in each 
list. There is a special Lucene index called the “sitecore_analytics_index” 
which is used to store which contacts are in each of lists. This Lucene 
index is also used in order to segment the lists in the list manager. This 
index works differently than most indexes in Sitecore in that it uses a push 
method in order to add new contacts to the index. Whenever a contact is 
saved, a trigger adds that contact to a queue which will re-index the 
contact in the Lucene index. This means there are a couple things that 
you need to watch out for, which are detailed next. 
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Step Two: Redeploying Sitecore CM
Re-deploying the Sitecore Content Management (CM) solution can 
be challenging, since if you destroy the index you can’t just 
regenerate it like you can with the other indexes. This is mostly a 
problem when you are hosting Sitecore on VMs, such as in the 
cloud, which can be redeployed or respawned at any time. This can 
be solved in several ways, but the easiest way to solve this is to use 
SOLR, since that separates the index from the server and allows you 
to redeploy the server without losing the index. If this is not possible, 
you will need to keep the index backed up and in sync when you 
re-deploy the Sitecore CM solution.



Step Three: Adding Contacts to Lucene Index

If somehow the process fails to add a contact to the Lucene index when it 
is in the queue to be processed, it is possible for the Lucene index to 
become out of date from the actual contact list. Most of the time this is not 
an issue, but if this becomes an issue or is a concern for you, it is 

IMPLEMENTING SITECORE EXM WITH EXTERNAL DATA SOURCES, CONT’D

Integrating with External Data Sources

When working with external data sources, there are a few ways to go about building the integration with the 
external sources. I’ll start by going through a few options and then walk through my opinion of what the overall 
best approach is. But before I get into the actual solutions, it makes sense for me to point out that it is important 
that the contact always gets created in the contact database inside Sitecore, which is stored inside the xDB 
(MongoDB). If the contact is not in Sitecore’s contact database, then the Sitecore analytics will not work 
properly so you will lose all the analytics data for those contacts. With that, let’s jump into the solutions.

possible to rebuild the Lucene index by looping through all the contacts 
and saving them which will re-add them to the Lucene index. Another 
option is to rebuild the pipeline that is used to load the contacts for a list 
in order to use another method of loading the contacts without having to 
use the Lucene index at all. The pipeline expects an IQueryable object, 
so you can use any implement you want to load the contacts.

Solution One: Build a Sync Tool

The first solution is to build a sync tool that scans the external data 
source on an interval and adds all the contacts into the contact database. 
This solution is quite simple really. Sitecore already has scheduled tasks 
built in, so you can run the task in the background directly from within 
Sitecore based on whatever schedule you would like. The process that 
runs would perform the following tasks:

1. Load all the contacts from the external data source. This should be 
done in pages if the external data source is very large.

2. For each of the contacts, try to load the contact from Sitecore’s contact 
repository. If you find the contact, use that contact as the contact to 
update; if you do not find the contact, create the contact in the contact 
repository.

3. With the contact that you now have, update all the values on the 
contact. You can import custom values using facets, or use the facets 
that come built into Sitecore. These facets can be used in the list 
manager to create segmented lists.

4. Save the contact back into the contact repository, which triggers it to 
be saved into xDB and also get added or updated in the Lucene index.

That is all the task needs to do. You can run the task as frequently as you 
need to, but it is a good idea to consider performance when using this 
method. It is fairly time consuming to load a large number of contacts 
from the contact database and save them back to the list. There would 
also be a huge performance gain from keeping track of the contacts that 
have changed and only syncing the updated contacts.

Solution Two: Updating the Pipeline

The second solution I want to discuss is updating the pipeline that is 
used to load the contacts for the contact lists in order to write our own 
code to get the contacts. This method is quite a bit more complicated, 
but the general process is detailed below.

1. Extend the List Manager pipeline that is used to load the contacts for 
a list.

2. Write a new implementation of the IOrderedQueryable object and 
return that in the pipeline. It is very important that your new implementa-
tion is built to handle performance since Sitecore will load that object 
many, many times while you are using the list manager and EXM. It 
should be built to properly only return the contacts that are requested 
since loading the entire dataset each time would be very time 
consuming.

3. As each contact is being loaded from the external data source, you 
must also confirm that the contact is in the contact repository in Sitecore 
in order for analytics to work properly.
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Step Three: Adding Contacts to Lucene Index

If somehow the process fails to add a contact to the Lucene index when it 
is in the queue to be processed, it is possible for the Lucene index to 
become out of date from the actual contact list. Most of the time this is not 
an issue, but if this becomes an issue or is a concern for you, it is 

possible to rebuild the Lucene index by looping through all the contacts 
and saving them which will re-add them to the Lucene index. Another 
option is to rebuild the pipeline that is used to load the contacts for a list 
in order to use another method of loading the contacts without having to 
use the Lucene index at all. The pipeline expects an IQueryable object, 
so you can use any implement you want to load the contacts.

IMPLEMENTING SITECORE EXM WITH EXTERNAL DATA SOURCES, CONT’D

Preferred Solution & Why

Of these two options, I generally prefer the first, for the following reasons:
1. It is a far simpler solution.

2. It is less likely to break while upgrading Sitecore in the future.

3. You need to be a lot less worried about causing performance 
problems.

However, there are still some reasons to go with the second option, 
including: 
1. You are having an issue with the Lucene / SOLR index and need to 
have a way to rebuild the contact lists from scratch.

2. The external data source updates frequently and you can’t wait for the 
sync process to complete.

Code reference

Here is the code example of what needs to be done for options #1 
above, which is syncing contacts from an external data source to 
the Sitecore xDB database: 
https://github.com/HeroDigital/SitecoreContactSync

This code is really more for reference than exact code that should 
be used in production, but it shows what the process is and can 
be customized as-needed by your particular solution.
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